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Recently, calls to determine the 
outcomes of graduate medical education 
(GME)1–7 and align the goals and 
purposes of medical education with 
those of health care delivery8 have been 
increasing. These appeals are consistent 
with the intent of competency-based 
medical education (CBME) to ensure 
training curricula and outcomes that 
prepare graduates to meet the needs of 
patients.9 Naturally, achieving this aim 
requires defining the goals of GME and 
measuring achievement of those goals.1 
The medical education community has 

suggested that “big data” can help achieve 
this ambition.2,4 Educators have further 
noted that big data may be the answer to 
linking data on education with data on 
care.3 Although publicly available big data 
from local, state, and federal governments 
are increasingly common in medicine, the 
GME community is not taking advantage 
of the opportunities afforded.2,4 This 
may be a result of the challenges with 
harnessing big data for these purposes.3 
Indeed, the limited efforts that have used 
big data to inform medical education 
outcomes have noted the substantial 
resources required to complete this 
work.10

Recent calls to determine GME outcomes 
have also placed more focus on programs, 
institutions, and the GME system on 
the whole rather than on individual 
residents or fellows.5,11,12 Although this 
focus is important, individual residents 
are equally imperative to consider given 
that providing individuals with data 
related to their performance on the 
team may be the best way to drive their 
personal improvement.13,14 Furthermore, 
we graduate, certify, and credential 

individuals in medicine rather than 
teams—and competent individuals form 
the basis of functional teams—making 
it crucial to be able to determine an 
individual’s performance. Finally, 
discerning the performance of individuals 
on teams can be used collectively to 
inform team performance.

Efforts to provide resident-level quality 
feedback are challenged by issues of 
attribution,15 with some calling the 
ability to attribute performance to an 
individual into question.16 However, 
other work offers promise in this area. 
For example, some of us have developed 
resident-sensitive quality measures, 
which attempt to capture work that 
is likely attributable to individual 
residents.17 Furthermore, Levin and 
Hron18 have harnessed the electronic 
health record (EHR) to provide data 
on patient volumes and diagnoses seen 
by individual residents. Finally, Herzke 
and colleagues19 describe a method 
for attributing patient-level metrics to 
attending physicians through the type, 
timing, and number of charges for 
patient hospitalizations.

Abstract

Purpose
To inform graduate medical education 
(GME) outcomes at the individual resident 
level, this study sought a method for 
attributing care for individual patients to 
individual interns based on “footprints” 
in the electronic health record (EHR).

Method
Primary interns caring for patients on 
an internal medicine inpatient service 
were recorded daily by five attending 
physicians of record at University of 
Cincinnati Medical Center in August 
2017 and January 2018. These 
records were considered gold standard 
identification of primary interns. The 

following EHR variables were explored 
to determine representation of primary 
intern involvement in care: postgraduate 
year, progress note author, discharge 
summary author, physician order 
placement, and logging clicks in the 
patient record. These variables were 
turned into quantitative attributes (e.g., 
progress note author: yes/no), and 
informative attributes were selected and 
modeled using a decision tree algorithm.

Results
A total of 1,511 access records were 
generated; 116 were marked as 
having a primary intern assigned. All 
variables except discharge summary 

author displayed at least some level of 
importance in the models. The best model 
achieved 78.95% sensitivity, 97.61% 
specificity, and an area under the receiver-
operator curve of approximately 91%.

Conclusions
This study successfully predicted primary 
interns caring for patients on inpatient 
teams using EHR data with excellent 
model performance. This provides a 
foundation for attributing patients 
to primary interns for the purposes 
of determining patient diagnoses 
and complexity the interns see as 
well as supporting continuous quality 
improvement efforts in GME.
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To explore the use of big data in the EHR 
at the individual resident level, we sought 
to determine a method for attributing 
care for individual patients to individual 
interns based on “footprints” in the EHR 
(i.e., activities logged in the EHR). We 
believe such modeling represents a first 
step toward disentangling overall care 
and attribution of that care. If it is not 
possible to identify a primary intern 
for a patient, it is also not possible to 
disentangle the level of contribution of 
more than one intern or other member of 
the team.

In this study, we intended to demonstrate 
the feasibility of predicting primary 
interns caring for patients using selected 
EHR data. Although this preliminary 
effort does not consider patient care 
outcomes attributed to these interns or 
consider the role that supervisors and 
other members of the health care team 
play in modifying those outcomes, it 
does provide the foundation to take 
those next steps. Furthermore, it informs 
opportunities for automation of case 
logs to track factors such as diagnoses 
and ranges of patient complexity 
seen by interns. It also allows for 
connection of interns to quality data for 
their patients, creating opportunities 
for reflective continuous quality 
improvement exercises and, ultimately, 
relative contribution of these interns to 
improving care quality and outcomes. 
All of these purposes serve to answer the 
call to determine the outcomes of GME 
training to ensure that they indeed serve 
to meet the needs of patient populations.

Method

Clinical setting

This study was conducted at the 
University of Cincinnati Medical Center 
(UCMC). All residents rotating on 
the inpatient general medicine wards 
during the time frames of interest were 
considered eligible. The internal medicine 
residency at UCMC is a three-year 
residency program with 89 categorical 
(i.e., noncombined training program) 
and preliminary year (e.g., single-year 
residents destined for another specialty 
after that year) trainees. UCMC has 
two types of general medicine inpatient 
teams: attending, senior resident, intern, 
third-year medical student, and often 
a fourth-year medical student; and 
attending and intern only. Both teams see 

general internal medicine patients on the 
same units.

We considered eligible patient records to 
be those that had an eligible intern as the 
primary intern on each of the days of the 
study. We conceptually defined “primary 
intern” as a trainee who was assigned 
to a patient and primarily responsible 
for delivery of that patient’s care on a 
given day (e.g., consulting other services, 
writing progress notes, communicating 
with the patient and other members of 
the health care team) as determined by 
the attending physician of record.

Model predictor selection

Primary interns often write daily progress 
notes and discharge summaries as well as 
enter orders for their primary patients, 
so we chose these activities as variables to 
include in modeling.

We also chose information about users’ 
interactions with the EHR system for 
inclusion in modeling. Such interactions 
are recorded automatically in the form 
of event logs or audit trails (“EHR clicks” 
hereafter). Our hypothesis was that 
EHR clicks can play a significant role in 
predicting primary interns. A full list of 
EHR clicks is shown in Supplemental 
Digital Appendix 1, available at http://
links.lww.com/ACADMED/A672. We 
believed that many of these EHR clicks 
may not be germane to the work that 
interns often do. Therefore, we created 
two additional categories of EHR clicks 
based on the perceived importance of 
types of clicks to identify a primary 
intern. To determine this, we convened 
a group of 14 current internal medicine 
residents to provide feedback on the 
perceived importance of click types to 
likely represent a resident caring for 
a hospitalized patient on a resident 
team. Residents were provided a list of 
clicks and asked to circle those that they 
believed were commonly done by interns 
and upper-level residents (i.e., circle 
everything that applies) and star those that 
they strongly believed were commonly 
done by interns and upper-level residents 
(i.e., star what is most important). 
Example clicks prioritized by residents 
included medications activity accessed, 
note viewed in chart review, inpatient 
sign-out activity accessed, and inpatient 
orders section accessed. All included  
clicks, with resident voting, are shown  
in Supplemental Digital Appendix 2,  

available at http://links.lww.com/
ACADMED/A672. 

In addition to the resident-generated 
categories, most of the physician authors 
(D.J.S., B.K., D.R.S., M.K., and E.W.), 
all experienced GME administrators, 
selected click behaviors they felt were 
common and likely performed by interns 
and upper-level residents to form a 
separate category in the dataset. These are 
shown in Supplemental Digital Appendix 
3, available at http://links.lww.com/
ACADMED/A672. 

The goal of gathering feedback from 
residents and our author team was simply 
to crudely eliminate click types that 
were unlikely to be useful in modeling 
(e.g., inpatient education activity 
accessed, barcode scanned, and edit 
claim information window accessed). All 
“eliminated” click types were considered 
as part of the total number of clicks in the 
analyses. The hope was that eliminating 
some of these in future modeling would 
pick up more signal in the noise. We 
deemed crude grouping appropriate, 
given the desire to develop a model rather 
than refine one.

Data collection

On a daily basis, five attending physicians 
(including authors B.K. and D.R.S.) 
independently recorded the primary 
intern for each patient each day during 
their service time from August 1 to 12, 
2017; August 17 to 25, 2017; and January 8 
to 13, 2018. As such, we considered each 
day as a discrete primary intern–patient 
pair to allow for changes in primary 
interns with activities such as cross-
covering.

This dataset was expanded both in terms 
of columns and rows, by combining 
it with the data from the UCMC EHR 
(Epic Systems Corporation; Verona, 
Wisconsin). For row expansion, because 
multiple EHR users were involved in 
patient care on each day, each EHR user 
who had “touched” the patient had a row 
in the dataset. That is, we included all 
EHR users (i.e., intern and nonintern, as 
well as physician and nonphysician) with 
any interaction in the EHR on a given day 
in this expansion. For column expansion, 
for each EHR user of each patient on each 
day, we added the following information:

• patient admission/discharge time and 
length of stay;

http://links.lww.com/ACADMED/A672
http://links.lww.com/ACADMED/A672
http://links.lww.com/ACADMED/A672
http://links.lww.com/ACADMED/A672
http://links.lww.com/ACADMED/A672
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• provider type and postgraduate year 
(PGY) of residency, if applicable;

• whether this person was the progress 
note author for the day;

• whether this person was the discharge 
summary author for the encounter;

• whether this person ever placed an 
order for the patient on that day as well 
as the total number of orders placed;

• total EHR clicks; and

• EHR clicks in different categories 
(e.g., notes viewed, flowsheets activity 
accessed, orders viewed).

The data collection and study conduction 
were reviewed and determined to be 
exempt by the UCMC Institutional 
Review Board (no. 2016-8982).

Data manipulation

We further manipulated the expanded 
dataset to generate informative variables. 
First, residents from the fourth year 
of the medicine–pediatrics combined 
training program were coded as 
postgraduate year 3 (PGY3) because 
there was a small number of these 
residents, their data behaved the same as 
PGY3 categorical residents, and they (like 
PGY3 categorical residents) were rarely 
expected to be identified as a primary 
resident. Second, the total numbers of 
clicks were ranked among all EHR users 
and within all the residents (interns and 
noninterns). For example, a resident may 
have been ranked first with the highest 
number of clicks among other residents 
but may have been ranked fifth overall 
because other users (e.g., nurses) may 
have touched the patient more in the 
EHR. Our pilot experiment showed 
that the former was a better predictor, 
so the latter was dropped. Third, we 
recategorized the clicks because the 
original categories prescribed by the 
EHR vendor were too granular. This new 
categorization was made based on the 
perceived importance of types of clicks 
to identify a primary intern, as detailed 
above.

Data modeling

Before modeling, we eliminated all 
nonresident EHR users from the dataset 
based on provider types in our EHR 
system. The final dataset was split into 
two subsets for training and validation, 
respectively. Training data were used 

to train the model, and validation data 
were used to validate that model. We 
considered two data split proportions to 
examine the differences between model 
performance. The first split (80–20) used 
80% of the data for training and 20% 
for validation, as is commonly used in 
machine learning tasks.20 The second split 
(50–50) used half of the data for training 
as well as for validation. This split may 
have increased the model performance 
because of the larger validation dataset. 
We executed data splits at the patient 
level. All of the following variables were 
considered, and no systematic feature 
selection was performed.

1. Resident PGY

2. Did this resident write the progress 
note of this patient on this day?

3. Was this resident the author of the 
progress note of the patient on this 
day?

4. Did this resident write the discharge 
summary of the patient?

5. Was this resident the author of the 
discharge summary of the patient?

6. Did this resident place an order on 
this patient on this date?

7. Number of orders placed by this 
resident on this patient on this date

8. Rank of number of clicks among 
residents

9. Number of event logs of this resident 
on this patient on this date

10. Number of clicks deemed to be of 
medium importance among residents 
for this patient on this date

11. Number of clicks deemed to be of 
high importance among residents for 
this patient on this date

12. Number of clicks deemed to be of 
high importance by physician authors 
with GME administrative experience

However, we assigned variables differently 
to generate four models. As shown in 
Table 1, Model 1 had variables 1–9 as its 
input, and Model 2 replaced variable 9 
with variables 10–12. Models 3 and 4 had 
a similar setting as Models 1 and 2 except 
that they did not have variable 1 (PGY). 
This variable assignment was expected to 
better demonstrate the performance gain/
loss when PGY or EHR click information 
was available.

The data were modeled using SAS 9.4 
software’s high-performance procedure 
HPSLIT (a decision tree algorithm) in 
SAS/STAT statistical software, version 
14.3 (SAS Institute Inc., Cary, North 
Carolina). This decision algorithm 
determined the decisive variables in each 
layer by how much information was 
gained when a new variable was added. 
The tree depth was set at five, and up to 
three leaves were permitted at each node. 
We selected a decision tree algorithm 
because of its easily interpretable output 
to understand the role of the predictor 
variables. Comparing decision trees with 
other modeling techniques was beyond 
the scope of this exploratory study.

We used the following metrics to evaluate 
the model performance: sensitivity 
(recall), specificity, precision, F score 
(a measure of accuracy, where 1 is best 
and 0 is worst), and the area under the 
receiver-operator curve (ROC), or AUC. 
Specifically, F score, AUC, and specificity 
of the validation dataset were used 
to determine the model with the best 
performance.

Results

A total of 369 recordings of primary 
intern were made by the five attending 
physicians. The dataset for patients 
related to these records was expanded 
to 23,242 access logs (all clicks/activities 
in the EHR) for individual EHR users 
who touched these patients in the EHR. 
On a given day, an average of 7 (range: 
1–28) medical providers (medical 
students, residents, fellows, and attending 
physicians) touched a patient in the EHR. 
The dataset was also manipulated to 
generate the 12 variables described above. 
To focus on predicting primary interns, 
only internal medicine interns and upper-
level residents were kept in the dataset, 
and all other clinicians were dropped. 
This led to a subset of 1,511 daily 
access logs (internal medicine interns 
and upper-level residents touching the 
patient) belonging to 120 patients, with 
116 access logs (7.68%) marked by the 
attending physicians as primary interns.

The 80–20 data split at the patient 
level resulted in a training set of 1,193 
(78.95%) records and 318 (21.05%) 
validation records; the 50–50 split 
resulted in a training set of 869 (57.51%) 
records and 642 (42.49%) records. Each 
split trained the same four models. The 
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model performance is shown in Table 2. 
The four models in the 80–20 data split 
did not achieve better performance 
based on F score and AUC. In the 50–50 
data split, Models 1 and 2 outperformed 
Models 3 and 4, indicating that PGY 
is a critical piece of information in 
determining a primary intern. In 
addition, recategorizing clicks based on 
perceived importance improved model 
performance. However, none of the 
models had desirable results for precision 
(all below 80%).

Table 3 summarizes the important 
variables of the four models in the 
50–50 data split. Across all models, a key 
variable was whether a given clinician 
wrote the progress note for the day. The 
relative rank of number of clicks among 

residents was also consistently at the 
top of the list. A trainee’s PGY was the 
second most important variable if it was 
included (Models 1 and 2). However, 
this variable seems to provide strong 
information to identify primary interns 
such that the click variables (total clicks 
and categorized clicks, or variables 
9–12) were not as important. When 
PGY was not included in a model, the 
click variables played a more vital role in 
predicting primary interns (Model 4).

The best model in our study was Model 
2 in the 50–50 data split, which achieved 
78.95% sensitivity and 97.61% specificity. 
Figure 1 demonstrates the ROC curve of 
this model. The AUC was approximately 
91% on the validation dataset. Figure 2 
further illustrates the decision tree of 

Model 2. This decision tree has five 
levels. The first decision was whether 
the clinician wrote the progress note on 
the patient on that day. If yes (ID:1) and 
the clinician’s PGY is 2 or 3 (ID:3), this 
clinician was not a primary intern. If this 
clinician’s PGY was 1 (ID:4) and he/she 
ever placed an order on this patient on 
the specified date (ID:9), this clinician 
was likely to be a primary intern. On the 
other hand, if this clinician was not a 
progress note author (ID:2) and his/her 
PGY was 2 or 3 (ID:5,6), this clinician 
was not a primary intern. However, if his/
her PGY number was 1 (ID:7), his/her 
ranking of total clicks among residents 
would be a decisive factor (ID:A,B,C).

Supplemental Digital Appendix 4, 
available at http://links.lww.com/
ACADMED/A672, lists all the decision 
points and the counts of each subdataset, 
which can be used to implement this 
model to predict primary interns using 
EHR data. Click variables were largely 
used in levels 3–5 to identify primary 
interns. As can be seen in Table 3, these 
click variables were less important 
than other variables in the upper levels, 
although they still provided some 
information to identify primary interns.

Discussion

In this study, we successfully predicted 
primary interns caring for patients 
on inpatient internal medicine teams 
using EHR data with excellent model 

Table 1
Attribution of Primary Interns on Internal Medicine Inpatient Teams Variable 
Assignment to Models, From a Study of Attribution of Patients to Primary Interns 
via EHR, University of Cincinnati Medical Center, 2017 and 2018

Input variablesa

Model
No. 1
(PGY)

Nos. 2–8 (progress note, discharge 
summary, orders, and click rank 
among residents)

No. 9
(number  
of clicks)

Nos. 10–12
(click 
categories)

1 x x x  
2 x x  x

3  x x  

4  x  x

 Abbreviations: EHR indicates electronic health record; PGY, postgraduate year.
 aSee Table 3 for a full listing of the variables.

Table 2
Attribution of Primary Interns on Internal Medicine Inpatient Teams Model 
Performance, From a Study of Attribution of Patients to Primary Interns via EHR, 
University of Cincinnati Medical Center, 2017 and 2018

Split and 
model

Training
(80–20 split: 1,193 records; 50–50 split: 869 records)

Validation
(80–20 split: 318 records; 50–50 split: 642 records)

Sensitivity Specificity Precision F score AUC Sensitivity Specificity Precision F scoreb AUCb

80–20           
    1 0.867 0.987 0.859 0.863 0.993 0.778 0.970 0.609 0.683 0.922

    2 0.898 0.990 0.889 0.893 0.995 0.722 0.977 0.650 0.684 0.893

    3 0.745 0.974 0.716 0.730 0.975 0.722 0.930 0.382 0.500 0.901

    4 0.765 0.995 0.926 0.838 0.985 0.389 0.950 0.318 0.350 0.835

50–50           

    1 0.915 0.993 0.900 0.907 0.997 0.754 0.966 0.683 0.717 0.896

    2a 0.881 0.995 0.929 0.904 0.997 0.790 0.976 0.763 0.776 0.910

    3 0.763 0.979 0.726 0.744 0.984 0.526 0.961 0.566 0.545 0.800

    4 0.881 0.989 0.853 0.867 0.993 0.597 0.957 0.576 0.586 0.806

 Abbreviations: EHR indicates electronic health record; AUC, area under the receiver-operator curve.
 aModel with the best performance.
 bVariables used to determine model with best performance.

http://links.lww.com/ACADMED/A672
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performance. This proof-of-concept 
study demonstrates that individual 
resident attribution in the EHR is 
possible and can be automated through 
computerized algorithms. Modeling 
and efforts such as those undertaken in 
this study provide the foundation for 
attributing patients to primary interns 
and expanding to attributing patient care 
to other residents and team members as 
well.

Model performance

In our study, PGY and being the daily 
progress note author were decisive factors 
in determining primary intern. These 
findings are expected because interns 
are PGY1s and write the daily progress 
notes for those patients at our institution. 
However, interns also provide care for 
patients who are not their primary 
patient, and multiple interns on an 
inpatient team are each the primary 

intern for only a subset of the patients 
cared for by that team when multiple 
interns are present on a team. Therefore, 
although decisive, PGY has limitations, 
highlighting the importance of additional 
modeling.

Although progress note author was a 
decisive factor in our best model, it was 
most decisive in excluding individuals 
as primary interns when they were not 
primary interns but not when identifying 
primary interns when they wrote daily 
progress notes. We did not consider other 
authors of daily progress notes, but future 
work should consider this.

Our study also found that EHR clicks 
contained critical information about 
residents’ behaviors and patient touches 
in the EHR and had great potential to 
predict primary interns. These data 
already exist in the EHR, but they are 

largely ignored and may not be stored 
properly for analysis. For example, in our 
system the log data are archived within 
a year, so conducting a retrospective 
attribution study can be very resource 
consuming. Our model stresses the 
value in harnessing these data to identify 
primary interns. Once commandeered, 
such data may serve a role for 
understanding residents’ workflow, 
providing insights into improving 
efficiency and organization.

Practical considerations and future 
work

The best model in our study (i.e., Model 2)  
achieved 78.95% sensitivity, 97.61% 
specificity, and an AUC of about 91% for 
the validation dataset. This AUC is very 
close to perfect and indicates excellent 
model performance.

These results are likely best viewed 
through the lens of the intended use 
of automation to determine a primary 
intern in the EHR. Our goal was to 
correctly attribute patients to primary 
interns. Therefore, specificity is most 
important, and our model was excellent 
in this task. Given our results, many 
encounters could likely be yielded for 
the purpose of engaging residents in 
quality improvement efforts, which 
is currently suboptimal.21 Therefore, 
identifying any, let alone many, 
encounters where quality measures 
from a resident’s primary patients can 
be provided for reflective continuous 
quality improvement efforts, 
including identifying and addressing 
critical deficiencies and following 
developmental progress over time, 
can make an important contribution. 
However, it is important to bear in 
mind that this study considered interns, 
and thus the focus should likely remain 
on continuous quality improvement 
rather than any attempts to infer 
higher-stakes attribution of care, which 
have influences from supervisors and 
other members of the team. It is also 
important to bear in mind that our 
model considered primary interns on 
a daily basis, and thus an intern who 
served as the primary intern for the 
same patient for several days could 
correctly be ascribed more weight 
in continuous quality improvement 
activities but incorrectly counted more 
than once if using the model to identify 
diagnoses and complexity seen by the 
intern.

Table 3
Attribution of Primary Interns on Internal Medicine Inpatient Teams Variable 
Selection of Four Models in 50–50 Data Split, From a Study of Attribution of 
Patients to Primary Interns via EHR, University of Cincinnati Medical Center, 2017 
and 2018

Variable
number

 Ranks in model

Variable description Model 1 Model 2 Model 3 Model 4

1 Resident postgraduate year 2 2 — —
2 Did this resident write the progress 

note of this patient on this day?
1 1 1 1

3 Was this resident the author of the 
progress note of the patient on this 
day?

—a —a —a —a

4 Did this resident write the discharge 
summary of the patient?

4 4 4 3

5 Was this resident the author of the 
discharge summary of the patient?

—a —a —a —a

6 Did this resident place an order on this 
patient on this date?

—a —a —a —a

7 Number of orders placed by this 
resident on this patient on this date

—a —a 5 5

8 Rank of number of clicks among 
residents

3 3 2 2

9 Number of event logs of this resident 
on this patient on this date

—a —b 3 —b

10 Number of clicks deemed to be of 
medium importance among residents 
for this patient on this date

—b —a —b 7

11 Number of clicks deemed to be of high 
importance among residents for this 
patient on this date

—b —a —b 4

12 Number of clicks deemed to be of high 
importance by physician authors with 
GME administrative experience

—b —a —b 6

 Abbreviations: EHR indicates electronic health record; GME, graduate medical education.
 aVariable not selected as important in the model.
 bVariable not assigned to the model.
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Although our results offer benefit for 
primary interns, much work remains. 
First, future modeling efforts will need 
to discern attribution of patients to 
other interns as well as upper-level 
residents. Second, optimizing the 
model to gain sensitivity will likely 
be important. For continuous quality 
improvement purposes, tilting the 
ROC toward specificity and trying to 
avoid false positives is likely acceptable. 
However, using this process to make 
higher-stakes performance assessment 
decisions, which would have tremendous 
value in the CBME era with a focus on 
educational and patient outcomes,22–24 
will require better sensitivity as well 
as better understanding of relative 
contribution toward overall care provided 
by primary interns. Moving forward, it 
will be important to learn more about 
the encounters that this model misses. 
For example, is less footprint in the 
EHR associated with worse care, better 
care, or no difference in care provided 
by a primary intern? Do those missed 
by the model have worse performance, 
and thus are activities in the model 
performed by other members of the team 
to compensate?

Future work should also focus on 
developing a model that seeks to discern 
the relative attribution of care for all 
health care professionals, or at least those 
in the most central frontline roles (e.g., 
physicians, advanced practice providers, 
nurses, pharmacists) of patient care. This 
was beyond the scope of our current 
study but important. Determining 
relative attribution for care would enable 
answering important questions about 
which actions and outcomes for patients 
are more or less likely to be attributed 
to primary interns compared with 
other providers, including supervising 
and other residents as well as attending 
physicians. For example, are adverse 
events and outcomes more or less likely 
to be attributed to primary interns, 
and what attribution to patient care 
resides with providers caring for patients 
when the primary intern is not present 
(e.g., night float, cross-covering, on-
call residents)? Furthermore, how are 
outcomes shared among team members 
caring for patients at the same time? 
The breadth of future work to define 
attribution of all members of the team 
through EHR data underscores the 
importance of the modeling work we 
described in this article. Although such 

Figure 1 Attribution of primary interns on internal medicine inpatient teams receiver-
operator curve for Model 2 in 50–50 split (best performance). From a study of attribution of 
patients to primary interns via EHR, University of Cincinnati Medical Center, 2017 and 2018. 
Abbreviations: EHR indicates electronic health record; AUC, area under the receiver-operator 
curve.

Figure 2 Attribution of primary interns on internal medicine inpatient teams decision tree for 
Model 2 in 50–50 split (best performance). From a study of attribution of patients to primary 
interns via EHR, University of Cincinnati Medical Center, 2017 and 2018. Abbreviation: EHR 
indicates electronic health record.



Copyright © by the Association of American Medical Colleges. Unauthorized reproduction of this article is prohibited.

Research Report

Academic Medicine, Vol. 94, No. 9 / September 20191382

modeling could be obviated by simply 
having residents assign themselves a 
role in patient care each day in the 
EHR, such self-assignment is riddled 
with challenges, including the need to 
reliably assign oneself each day and/or 
unassign oneself when no longer in that 
role. In addition, it emphasizes the need 
to develop myriad definitions of roles 
that all residents on the care team (e.g., 
nonprimary intern, supervising resident, 
consult service resident, continuity  
clinic resident whose patient is 
hospitalized) can reliably assign 
themselves to each day.

Limitations

This study has limitations to consider. 
First, our modeling is based on data 
collected by five attending physicians at 
a single institution. Future work should 
include applying various modeling 
techniques on larger datasets from 
multiple institutions. Second, we only 
considered primary interns and not 
other members of the team. Future 
work should explore other resident and 
nonresident members of the team. Third, 
this study sought to attribute patients 
to primary interns but not necessarily 
patient care to those interns. Given our 
focus on interns, much of the decision 
making that leads to patient care is likely 
a collaborative process in conjunction 
with other members of the health care 
team, perhaps most importantly senior 
residents and attending physicians. 
Future work should seek to tease out, to 
the extent possible, which EHR entries 
resulted from a decision made by primary 
interns before supervisor review, which 
entries are the result of a directive 
from a supervisor, and which entries 
resulted from a collaborative dialogue 
among team members. Although we 
cannot make such determinations 
with our current data, our data can 
be a starting place for such a line of 
inquiry. Additionally, this work is 
time-consuming. We estimate that our 
data extraction, manipulation, and 
modeling required 200 person-hours 
for completion of this study. However, 
implementing our model in a new 
setting would take considerably less time 
because of the foundation already laid. 
Finally, by design we only considered the 
individual in this study, but data such 
as those collected can also inform team 
performance and should be explored for 
such purposes.

Conclusions

Prediction models for health care decisions 
and patient outcomes deserve attention.25 
EHR data modeling can be a pathway 
to medical education’s obligation to 
determine both educational outcomes as 
well as their impact on patient outcomes.
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