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Purpose: Personalized medicine is expected to yield improved health outcomes. Data mining over
massive volumes of patients’ clinical data is an appealing, low-cost and noninvasive approach toward
personalization. Machine learning algorithms could be trained over clinical “big data” to build pre-
diction models for personalized therapy. To reach this goal, a scalable “big data” architecture for the
medical domain becomes essential, based on data standardization to transform clinical data into
FAIR (Findable, Accessible, Interoperable and Reusable) data. Using Ontologies and Semantic Web
technologies, we attempt to reach mentioned goal.
Methods: We developed an ontology to be used in the field of radiation oncology to map clinical
data from relational databases. We combined ontology with semantic Web techniques to publish
mapped data and easily query them using SPARQL.
Results: The Radiation Oncology Ontology (ROO) contains 1,183 classes and 211 properties
between classes to represent clinical data (and their relationships) in the radiation oncology domain
following FAIR principles. We combined the ontology with Semantic Web technologies showing
how to efficiently and easily integrate and query data from different (relational database) sources
without a priori knowledge of their structures.
Discussion: When clinical FAIR data sources are combined (linked data) using mentioned technolo-
gies, new relationships between entities are created and discovered, representing a dynamic body of
knowledge that is continuously accessible and increasing. © 2018 American Association of Physicists
in Medicine [https://doi.org/10.1002/mp.12879]
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1. INTRODUCTION

1.A. Motivation

Data-driven medicine has the potential to yield improved
health outcomes1 and is an integral component of value-
based healthcare.2 One of the biggest challenges for data dri-
ven medicine is to access and analyze clinical data with
machine learning techniques to predict clinical outcomes
combining all available information. Subsequently, these
developed machine learning techniques can be used to build
decision support systems for clinicians.

The current obstacle to be addressed is the availability of
outcome information (e.g., tumor control and treatment-
related toxicity) that must be provided to “train” the machine
learning models. Many models have been built based on data
from clinical trials. However, clinical trials recruit only a small
part of the presenting cases, therefore questions about applica-
bility to under-represented patient subgroups persist. In con-
trast, clinical data derived from routine care are known to
have data quality issues (e.g., a high rate of missing values).

To overcome the potential sensitivity to missing values as
well as to provide sufficient training samples for machine
learning, a scalable “big data” architecture for the medical
domain becomes essential. For such a scalable architecture,
data standardization is imperative. In particular, clinical data
should be transformed following FAIR (Findable, Accessible,

Interoperable, and Reusable) principles.3 To make healthcare
data FAIR, Ontologies and Semantic Web technologies play
a key role, and hence will address the issue of semantic inter-
operability. In4, the authors exploited the possibility to use
ontological technologies to enable semantic interoperability
with data coming from multicenter postgenomics clinical tri-
als. In5, the authors focused on applying Semantic Web tech-
nologies to the medical imaging domain, developing an
ontology for medical image annotations. In6, the authors
investigated the possibility to use Semantic Web technology
to store and represent metadata from DICOM image files.
Both the studies showed the potential of ontologies technolo-
gies in allowing medical data interoperability.

However, the usage of ontologies and Semantic Web tech-
nologies applied to the field of radiation oncology are limited.
In7, the authors converted clinical data of prostate cancer
patients from a local database using a dedicated ontology, but
they did not exploit the possibility to merge different datasets
from different diseases combining different ontologies. In8, the
authors stressed the concept of standardization of collected data
(in rectal cancer) using ontological techniques to allow machine
learning algorithms to build clinical prediction models.

In addition, they strongly suggested using Semantic Web
technologies in order to allow data sharing while respecting
the privacy protection of individual patients. Finally, ontolo-
gies and Semantic Web techniques represent the required
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infrastructure for distributed learning.9 Compared to tradi-
tional centralized learning approach, in distributed learning
clinical data do not leave the hospital, but after being trans-
formed into FAIR, they are queried during the training of the
model, while the model is “learned” from different centers.

Conversely, when looking at the radiation oncology
domain, we could not find any study aiming at: (a) develop-
ing and validating a broader ontology to be used in the radia-
tion oncology domain; (b) combining ontology and Semantic
Web techniques to transform different clinical databases into
FAIR and linked data.

The role of the ROO is to provide a detailed and
broad coverage of main concepts used in the radiation
oncology domain such as: classification of neoplasms,
patients’ demographic characteristics; as well as clinical
information like tumor’s classification or treatment. The
ontology is strongly focused on re-using published
ontologies and/or terminologies. The added value of the
ROO is to re-used published ontologies/terminologies by
defining new predicates, which establish relations between
imported concepts. Combining different terminologies and
expanding relationships between them is the path to guar-
antee the largest coverage.

The ROO allows transforming unstructured clinical data
from following FAIR principles. In particular, data will become

• Findable (F): each data entity and their properties (F2),
translated into universally concept via the ROO will
have a globally unique identifier (F1) and will be
indexed on the Web (F3). Metadata will include specifi-
cation of the data identifier (F4)

• Accessible (A): data will be retrievable by means of RDF
triples and queryable using a universal language (A1). A
permanent de-centralized storage point will be perma-
nently available (A2), even when the original database
could not be anymore.

• Interoperable (I): data are represented by universally
adopted RDF language (I1). Queries rely on concept
from imported ontologies/vocabularies that follow
FAIR principles (I2).

• Reusable (R): several attributes specific data properties
and the relations between different concepts via ROO
predicates (R1).

In this paper, we: (a) developed a broad ontology to cover
the domain of radiation oncology; (b) combined ontology
and semantic web techniques to transform clinical data from
different disconnected databases into FAIR and linked data,
allowing the discovery of new relationships.

1.B. Terminologies, vocabularies, and ontologies

Before going into the details of ontologies’ structure and
properties, we provide the reader with some fundamentals
regarding: terminologies, thesauri, vocabularies, and
ontologies. Usually, a terminological system10 is an umbrella
terms including the notions of: terminologies, thesauri,

vocabularies, and ontologies. Complexity increases from ter-
minologies to ontologies:

• Terminology: a list of term referring to concept within a
particular domain. For example, in the radiation oncology
domain, concepts such as “patient” or “disease”. The ter-
minology can be seen as a list of concepts, but without
providing any definition or introducing any structures/re-
lations between the terms.

• Thesauri: a thesauri is a terminology, where concepts are
indexed according to a certain rule (usually alphabetically).
Example of a thesauri is the International Classification of
Diseases (ICD), which includes generic-related diagnostic
terms (terminology), order alphabetically (thesauri).

• Vocabulary: in a vocabulary, indexed concepts are
accompanied by a definition.

Conversely, an ontology is an explicit formal specification
of the terms in the domain and relations among them11

expressed in machine-readable language; therefore, they can be
processed automatically. An ontology adds more complexity
than a dictionary, since it explicitly defines the relationship,
i.e., predicates, between unique entities. Classes (i.e., concepts),
subclasses, and predicates between concepts represent an ontol-
ogy. Inference rules (also called automated reasoning) in
ontologies supply further knowledge, since (new) relationships
between concepts, which can be discovered, since not formally
defined a priori. An ontology is commonly used to model con-
sensus in understanding a domain between different partners
(e.g., different medical centers). Major advantages of ontologies
are: (a) sharing common understanding; (b) re-using of domain
knowledge, analyzing domain knowledge, and (c) inferring
new knowledge starting from relationship between defined con-
cepts. The standard for developing ontologies is the Web Ontol-
ogy Language (OWL) as recommended by the W3C (World
Wide Web Consortium) to represent ontologies.12

1.C. Semantic web technologies

Semantic Web is not a separate Web, but an extension of
the current one, in which computers primarily interpret the
data instead of humans. The current web provides rich-media
content (e.g., written text, images, video’s,) which is not easy
to interpret for computers. In the Semantic Web extension,
the information is represented in well-defined structures and
semantics in order to enable automated processing of the
contents by computers.13 Hence, it can function as a com-
puter representation of already available web content, next to
the human-readable web content.

For the Semantic Web to function, computers must have
access to structured collections of information. The basic
building blocks are therefore provided by the Resource
Description Framework (RDF) and the “SPARQL Protocol
And RDF Query Language” (shorthand: SPARQL). Both
RDF and SPARQL build on the existing web components of
URIs and HTTP. URIs are the links to the actual resources,
and can be represented as URLs (e.g., http://mydomain.com/
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rdf/patient/12345). These URIs are used to represent nodes
(resources) and arcs (predicates) in the RDF graph. HTTP is
used to publish RDF information on the web or to perform
SPARQL queries on RDF stores. These RDF stores (also
called SPARQL endpoints) are webpages which can be quer-
ied using the HTTP protocol. Most of these stores/endpoints
also have human-readable web interfaces.

By using RDF as a universal graph data structure, the
Semantic Web relies on ontologies to give domain-specific
structure and interpretation to the represented data. In these
ontologies, hierarchies of concepts can be defined, as well as
relationships between certain concepts; all written in RDF. It
is a common practice to add human-readable attributes to the
URIs, as it enables the creation of human-readable views on
an RDF endpoint. By creating instances of concepts defined
in the ontology, users can create graphs of data for represent-
ing real-life concepts (e.g., “http://mydomain.com/rdf/patient/
12345 rdf:type http://mydomain.com/ontology/patient”) where
the resource 12345 is an instance of the class patient).

In addition, ontologies can describe inferencing rules
which are interpretable by inferencing-enabled RDF stores.
In these stores, it is possible to query or show the inferenced
information, which is not hard-coded (or materialized) in the
RDF store. Hence, updating inferencing rules in the ontology
would enable users to query or show additional information
without updating the RDF store itself.

This allows to uncover additional relationships in the
actual data, and accommodates searches on different levels of
data (e.g., patients are persons; therefore, searching for per-
sons will include all patients in the database).

2. MATERIALS AND METHODS

2.A. Clinical database

We used a clinical database of oncological patients with a
diagnosed rectal cancer from the THUNDER trial.14 The goal
of the trial was to develop a prediction model of rectal tumor
response after chemo-radiotherapy that might be helpful in
individualizing treatment strategies, i.e., selecting patients who
need less invasive surgery or another radiotherapy strategy
instead of resection. The database includes 80 patients and con-
tains a diverse range of information, combining demographic
and clinical outcomes. Due to its heterogeneous nature, it repre-
sents a good validation for the ROO. The ROO was applied to
convert each values in the database, mapping them through the
concepts available in the ontology. Relations between individu-
als were mapped using a graph structure. The graph output was
then transformed into RDF triples, published on a dedicated
endpoint and queryable, in line with FAIR principles.

2.B. Radiation oncology ontology (ROO)
development

We developed a radiation oncology ontology (ROO).
The ontology was designed using the editor tool Prot�eg�e15

and publically published at the NCBO BioPortal (https://

bioportal.bioontology.org/ontologies/ROO). The ROO
adheres to the Ontology Web Language (OWL) 2 Query
Language (QL) profile (http://www.w3.org/TR/owl2-profile
s/). The ontology provides basic concepts, relationships,
and properties/attributes for radiation oncology.

The ontology was built following this procedure: (a) we
identified variables of interest by collecting concepts and
their definitions within the ontology using different datasets
coming from several institutions belonging to the Euro CAT
projects.16 Due to its multicenter nature, we could allow a
broad coverage for different diseases with the aim of making
the ontology as much detailed as possible; (b) we published
and make publicly available on BioPortal several versions of
the ontology during its development. This choice allowed
users downloading, using and testing our ontology.

In addition, a dedicated section on GitHub permitted users
highlighting inconsistencies and/or requiring enhancements.
In this way, our ontology became a dynamic body of knowl-
edge with the aim of guaranteeing the broadest possible cov-
erage for the radiation oncology domain.

The high-level structure of the ROO is based on the Uni-
fied Medical Language System (UMLS) Semantic Network
by the Semantic Types (classes) ontology (http://bioportal.b
ioontology.org/ontologies/STY/?p=summary) and the asser-
tion of the Semantic Relations (properties) as specified by the
UMLS (https://uts.nlm.nih.gov/).

The ROO re-uses as much as possible entities from other
ontologies such as the National Cancer Institute (NCIT) The-
saurus or the International Classification of Disease (ICD)
ontologies. The ROO makes only use of ontologies published
at NCBO’s BioPortal and provided without any restrictions.
Common re-used ontologies were: NCIT (National Cancer
Institute Thesaurus); Units of Measurement Ontology (UO);
Foundational Model of Anatomy (FMA); Semantic Types
Ontology (STY); Semantic DICOM Ontology (SEDI), and
International Classification of Diseases, Version 10 (ICD10).
The ROO uses the original Unique Resource Identifiers
(URIs) for these imported entities: an example is the concept
of lung cancer that is inherited using the concept code C34
from the ICD ontology.

2.C. Ontology validation

2.C.1. Mapping between database schemas and
ontology

One of the most important test to validate the ontology is
guaranteeing that every element in a clinical relational data-
base and its properties can be fully mapped with respectively
the concepts and predicates in the ontology. The basic idea of
the mapping process is linking each component (row, col-
umns, and values) of the database to its corresponding com-
ponent (concept, property, relationship) of the ROO. The
preliminary step is to identify a correspondence between the
columns in the relational database and the ontology entities.
A sketch representation of the mapping procedure is shown
in Fig. 1.
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At the top, the hierarchical structure of the ROO is pre-
sented in the rectangle A. Hierarchical Relationships (“is sub-
class of”) between classes, are expressed by dotted arrows.
These relationships between more general classes (parents)
and more specific classes (children) represent the ontology
backbone since they allow properties inheritance. ROO con-
cepts are expressed inside blue squares. Relationships
between concepts (predicates) are expressed with arrows:
they connect classes between each other. For example, patient
and gender classes are connected by the property “has_gen-
der”.

A sample table of one of the datasets is shown in the rect-
angle B. This table contains information about patient demo-
graphics (e.g., sex, age) as well as diagnosis (e.g., survival,
tumor staging). The mappings are built between the table col-
umns and the concepts in the ROO (shown as bold dotted
double-headed arrows in the figure). For example, the col-
umn “Gen” is mapped to the concept gender (ncit:C17357) in
the ROO. The link between a patient and the sex is made by
the property “has_gender”.

Several languages and software tools are available to per-
form the mapping procedure from relational databases to
RDF triples.17 We performed the mapping between the clini-
cal data and the ontology using the D2RQ mapping language.
D2RQ mapping language is a declarative language for map-
ping relational database schemas to RDF vocabularies and
OWL ontologies. The language is read and interpreted by the
D2RQ platform, which is written in Java and open-source
available. We decided to use D2RQ because it represents one
of the most common tools for database transformation from

relational database to network structures.18 In addition, the
language is modular, easily allowing to link entities from the
database to concepts and properties in ROO. The mapping
defines a virtual RDF graph that contains instructions how to
connect and map the information from the relational data-
base. This is similar to the concept of views in SQL data-
bases, except that the virtual data structure is an RDF graph
instead of a virtual relational table. The mapping file, written
in turtle (.ttl) syntax, contains the mapping between the data-
base schema and the concepts defined in the ontology. The
turtle syntax is the format for expressing data as RDF triples,
then queryable using a dedicated language.

An example of the mapping file is shown in Fig. 2. The
mappings between table columns and their corresponding
concepts are created using the command d2r:ClassMap. The
mapping between the table columns to their corresponding
properties is performed by using the command d2rq:Prop-
ertyBridge. In addition, in the mapping script each entity is
associated with a Unique Resource Identifier (URI) to facili-
tate publishing on the Semantic Web and data linking. In the
example, the entity patient is mapped to the concept C16960
from the NCIT. The bridge between a patient and his/her gen-
der is mapped through the predicate 100018 (“has_gender”)
from the ROO.

2.C.2. Publishing and querying data on the
semantic web

The mapped data, transformed into URIs, are then stored
in a RDF store, which is web-enabled (HTTP) and can be

FIG. 1. Overview of the ROO structure and the relational database. The hierarchical structure of the ROO is presented in the rectangle a. Hierarchical Relation-
ships (“is subclass of”) between classes, are expressed by dotted arrows. Mapping is performed to columns and values in a relational database (rectangle b).
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queried using SPARQL. Making these RDF stores web-
enabled means that it is available internally or externally on a
specific network, in the same way as webpages are. This does
not per definition means that data are publically available,
only that existing web techniques are used to represent
semantically interoperable data. In our work, we used Blaze-
graph (www.blazegraph.com) as our RDF store (or SPARQL
endpoint).

3. RESULTS

3.A. Radiation oncology ontology (ROO)

The ROO contains 1,183 classes, with an average number
of four children per class; two classes have more than 25 chil-
dren. The classes cover the most common concepts in radia-
tion oncology, including cancer diseases, cancer-staging
systems, and oncology treatments.

Besides the classes, 211 predicates are introduced to
express relationships between different classes. We divided
the properties into five big categories: (a) concenptually_re-
lated_to; (b) functionally_related_to; (c) physically_re-
lated_to: (d) spatially_related; and (e) temporally_related_to.
Examples of mentioned categories are respectively: (a) diag-
nosed_by; (b) has_result; (c) connected_to; (d) has_location:
(e) follows.

All entities and predicates in the ROO have a URI, which
can be resolvable as a link since hosted on www.cancerdata.
org. A web RDF viewer allows the users inspecting a concept
by typing on an internet browser the address www.cancerda
ta.org/roo/[URI], where URI is the URI of the ontology
entity. For example, the user will type www.cancerdata.org/
roo/100287 for the predicate “has_pathological_stage”. In
addition, the users are able to transverse the full tree of the
ontology through the Web RDF viewer. The latest version of
the ontology has been published on BioPortal, totally Open
Source and available for the user to download. The ROO is
available is the most common format, including OWL, which
can be opened by the users using the software Prot�eg�e’.

3.B. Ontology validation

3.B.1. Mapping between database schemas and
ontologies

Awiki page on how to perform the mapping between rela-
tional database schemas and the ontology is publically avail-
able on the GitHub (https://github.com/jvsoest/Data-Integra
tion-Tutorial/wiki/conversionClinicalData). The users can fol-
low the guide to convert part of the Thunder dataset into
RDF triples with the ROO using the example scripts
provided.

3.B.2. Query formulation

After having mapped the data, it is possible to query them
using SPARQL language. Users could query the data without
having any prior knowledge of the relational database, since
SPARQL queries are based on universal concepts defined by
the ontology.

Following the example in the Wiki (https://github.com/jv
soest/Data-Integration-Tutorial/wiki/queryClinicalData), let
us suppose we want to search all the patients with rectal can-
cer and retrieve following information: age at diagnosis,
ECOG (Eastern Cooperative Oncology Group) performance
status score, clinical TNM stage, pathological TNM status,
and prescribed dose in Gray.

The example query is available at https://github.com/jvsoe
st/Data-Integration-Tutorial/blob/master/queries/queryClinica
lData.sparql and it is shown in Fig. 3(a). The system returns
all the patients and displays the results in the SPARQL result
window on the web browser. Each object shown is associated
with an URI, universally and unambiguously defining it
when published on the Web. Furthermore, all triple patterns
to find a certain variable are grouped in curly brackets. This
creates the opportunity to make some variables optional or to
specify some filters. For example, we could have asked for
patients with an age at diagnosis below a certain value, by
modifying the original query with a filter [highlighted in blue
in Fig. 3(b)].

FIG. 2. Example of the D2RQ mapping script. The first block (patient table) defines the mapping for each patient ID. The “ClassMap”property in a D2RQ script
defines a mapping between a header in the relational database and the corresponding concept in the ontology. A “Property Bridge” is used in a D2RQ script to
express relations between different concepts. In the example above, the “Property Bridge” has_gender is used to link the patient concept to his/her gender.
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Finally, this example query can be used directly in pro-
gramming languages/statistical languages to request valid
data matrices. For example, in R using the SPARQL package,
or in any other language using a representational state transfer
(REST) interfacing package. Results from query shown in
Fig. 3, where compared with data available in the original
database to verify the correctness of the mapping. Data com-
parison and visualization were performed and no differences
were found when comparing the information available in the
database with respect to the one available as SPARQL
queries. The advantage with respect to a standard excel file, is
that RDF data could be queried without any knowledge of the
original data structures, by mean of SPARQL queries based
on universal concepts defined by the ROO.

3.C. Combining different databases: linked data

One of the biggest benefits of Semantic Web and ontology
technologies is the possibility to query different databases
and make connections within them. For example, in radiation
oncology it can be interesting for clinicians to investigate
some properties (e.g., survival) of patients: (a) with a certain
disease AND (b) treated according to a predetermined proto-
col AND (c) associating the publications of the clinical trial
related to the protocol.

Performing such a query using traditional relational data-
bases is a real issue, since it not only requires combining dif-
ferent databases, but also a prior knowledge of their schemas.
We solved the problem using ontologies and Semantic Web
technologies.

3.C.1. Query formulation

In particular, we made use of Bio2RDF: an open-source
project that uses Semantic Web technologies to build and
provide the largest network of linked data for the life
sciences.19 It contains among others the RDF versions of
ClinicalTrials.gov and PubMed.

In our query, the first part is equal to the query provided in
Section 3.B.2. This query retrieves the patients available in
the RDF store, and characteristics of these patients (e.g., age,
gender, ECOG performance status), their disease (e.g., tumor
classification), and the prescribed treatment. Based on this
information, we linked the patients to matching treatment
protocols, as we defined the protocols and linked them to the
correct ClinicalTrials.gov entry in Bio2RDF.

Afterwards, the query contains a section to query the Clin-
icalTrials.gov linked data representation from Bio2RDF, and
a URL generation for a PubMed query. To link the clinical
information to public ClinicalTrials.gov (CTgov) information,

FIG. 3. (a) On the left, example query without any filter; (b) on the right, example query introducing a filter on the diagnosis age. The query is written using the
SPARQL language. Lines 1 to 5 are used to import the required ontologies. The query starts from line 7 (select query) asking for following information: patients
gender, age at diagnosis, tumor T and N stages, overall health status, and prescribed dose. Then, each variable is queried in different blocks by making use of
ROO concepts and predicates.
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we used the prescribed treatment variable (containing a
unique URL) which was available on both internal (clinical)
data, and the Bio2RDF CTgov linked data. From the CTgov
linked data, we queried in which trials the same treatment
protocol URLs were used. From this relation, we could
retrieve information regarding the specific clinical trials, such
as the CTgov identifier, the time period when the trial was
conducted, which institutes were involved, and trial contact
persons. Based on the CTgov identifier, we generated a link
to the related manuscripts which have been indexed in
PubMed.

The full query to run this linked data example is available
at https://gist.github.com/jvsoest/eb015abfb0efd5c669fd3691
5ce2487d. For example purposes, this query can be executed
at http://sparql.cancerdata.org/.

4. DISCUSSION

4.A. Rationale for the ROO

Patients’ demographics and clinical information are impor-
tant for radiation oncology prediction/modeling studies. In
particular, it is of interest of the radiation oncology commu-
nity to explore the maximum amount of available clinical
data to improve semantic interoperability during patient refer-
ral, and for models aiming at predicting outcomes such as
overall survival or toxicities after a treatment.

To reach this goal, data integration from different sources
(internal/external relational databases) becomes a key factor,
since most of the data are usually located in different rela-
tional databases.

Since relational databases can present different structures,
querying them to access information without having a prior
knowledge of the structures becomes a real issue. To tackle
this issue, there is the need to transform clinical data follow-
ing FAIR principles.3 Ontologies and Semantic Web tech-
nologies could represent the right choice to achieve this
goal.

We developed the Radiation Oncology Ontology (ROO)
with the aim to provide an ontology of use within the radia-
tion oncology field to be used to transform clinical data fol-
lowing FAIR principles.

4.B. Advantages of ontologies and semantic web
data integration compared to relational databases

As presented in previous sections, the ROO has been used
to transform clinical traditional database schemas into graph
databases relying on ontologies.

There are some differences between graph and database
schemas. First, ontologies represent a domain on knowledge.
Conversely, database schemas are conceived for (and linked
to) particular applications, making their structures very diver-
sified and difficult to be made interoperable. In fact, only
users knowing the schemas structure (usually the owner of
the data) can easily access them.

On the contrary, ontologies transform data into univer-
sally concepts that can be queried by the users using
SPARQL, without knowing the structures of the data them-
selves. In fact, data are transformed on universal concepts
defined by the ontology itself, and available using URIs
(and URLs).

The usage of ontologies adds to transforming data from
database schemas into FAIR data. An ontology, combined
with Semantic Web technologies, is a stable conceptual inter-
face on top of the relational database system. In fact, it can be
scaled for data integration among multiple domains.

Individual database schemas are mapped to the concepts
of the ontology and it is relatively easy to integrate new data-
base systems (when mapped/converted into Semantic Web
data). The only modification required would be to update the
mapping file.

Overall, ontologies increase the semantic interoperability
of already available data sources. This outcome has a direct
impact on several clinical applications. In particular, it repre-
sents the underlying infrastructure for developing multicenter
prediction models for clinical outcomes in radiation oncol-
ogy. In fact, if every medical center transformed their data
into FAIR through the ontology, data analytics can be per-
formed on a broader dataset reducing possibilities of over-
fitting.

Ontologies and Semantic Web technologies will provide
the infrastructure to query in an easy way the data needed by
the model. Data will not need to leave the hospital, since
being now FAIR, will be queried using SPARQL during the
model training/validation. This application, known as dis-
tributed learning has been recently presented in literature as a
promising application in radiation oncology16,20,21.

In addition, Semantic Web and ontologies allow connect-
ing different databases. In fact, data are transformed into uni-
versal concepts connected between each other: linked data.
New relationships between entities are created and discov-
ered, representing a dynamic body of knowledge that is con-
tinuously accessible and increasing.

In the examples we showed in the result section, we suc-
cessfully integrated data coming from different sources: clini-
cal databases, clinical trials bank, and scientific literature
databases to answer questions of clinical interest.

Finally, semantic databases (e.g., a collection of RDF
records) have all the advantages from relational databases,
but could provide the possibility of artificial intelligence to
query and analyze the data, since these have been transformed
into machine-readable records. Recently, we faced a transi-
tion from relational databases to semantic databases. The rea-
son is that, semantic databases utilize an expanding semantic
model that readily incorporates new varieties of data sources
and more easily adjusts to changed requirements as they arise.
Subsequently, linking disparate datasets is far easier in a
semantic graph setting. In addition, semantic graphs allow to
discover hidden relationships between underlying data. In
fact, the granular nature of semantics allows to determine
relationships between different elements.
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4.C. Dynamic body of knowledge

We decided to put the ontology publically available on
BioPortal, so that users could test and validate it with the aim
of (a) developing a dynamic and growing body of knowledge;
(b) guaranteeing the broadest coverage for the radiation
oncology data domain.

In addition, the latest version of the ROO is published on
the GitHub: users are able to insert enhancements and open
issues, making the ontology development a collaborative pro-
cess.

4.D. Limitations

In this work, we explored the ontology-based data integra-
tion with data from rectal cancer databases. We were able to
map all the entities present in the databases with concept and
properties from the ROO ontology. However, the ROO
should be tested also on larger databases, other diseases and
routine clinical data to check if all the main information could
be covered.

In addition, this work lacks of the system evaluation. Fur-
ther investigations on evaluating the system performance
need to be considered such as comparing the query time
between SPARQL and traditional databases.

4.E. Future developments

The first future development is to extend the ROO to guar-
antee a particular a broader coverage for an extensive use in
the radiation oncology field. In particular, we would like to
expand our ontology with:

• Detailed concepts for mapping radiation oncology
annotations including organ at risks, nodals.

• Detailed concepts for mapping treatment-related concepts
and properties such as Dose Volume histograms (DVH).

The second future development wants to expand the num-
ber of users. In this sense, we will continue proposing the
ontology as underlying architecture for advance modeling
applications such as distributed learning. In addition, we will
try to use the ROO combined with other ontologies under
development to combine and link: DICOM information, clin-
ical data and quantitative features computed on patients’
images and variables.

5. CONCLUSION

We successfully demonstrated that is possible to convert
clinical data following FAIR principles using the combina-
tion of ontologies and Semantic Web technologies.

We developed a broad Radiation Oncology Ontology that
can be used in the domain of radiation oncology for data inte-
gration.

In addition, we showed how Semantic Web technologies
based on developed ontologies allows to efficiently and easily

query data from different (relational database) sources with-
out knowing a priori their structures.

This outcome opens the possibility to use ontologies and
Semantic Web technologies to further produce and analyze
linked data in radiation oncology.
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