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Abstract

In this paper we give a plausible formal representation of the work-

ings of open science communities (the Republic of Science, as opposed

to the Realm of Technology, i.e., industrial R&D). Our focus is specif-

ically on identifying the architecture of the networks of scientists that
optimally promotes the creation and circulation of scienti�c knowl-

edge. We examine job markets and long distance networking as means

of knowledge transmission. We �nd that both are e�ective in increas-

ing knowledge production and distribution, but that they operate as

distinct mechanisms with their own dynamics.
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1 Introduction

This paper is about the creation and di�usion of knowledge within scienti�c
communities or disciplines. There has long been a distinction between ba-
sic and applied research, corresponding roughly to the distinction between
science and technology. More recently, a similar distinction has been drawn
between open and closed science, drawing attention to di�erent incentive
and reward structures within di�erent loci of knowledge creation. Roughly
speaking, the open science model corresponds to what we think of tradi-
tionally as university or academic research; closed science corresponding to
industrial research, or research aimed at pro�t-making market activities.1 In
this paper we are concerned exclusively with the open science model. We
focus on a single academic discipline (economics for example) having several
sub-disciplines (micro-theory, applied micro, econometrics, labour economics,
industrial organization, macro-economics and so on). Within a discipline in-
dividual scientists interact directly with other scientists in a variety of ways
| they collaborate; they read each other's working papers; they talk in the
corridors; they attend each others' seminars and conference presentations
and so on. If these are considered direct interactions, it is clear that all
economists do not interact directly with each other. Indeed, any economist
will interact directly only with a small number of other economists. Thus
we observe a population of individual agents each of whom interacts directly
with only a very small number of other agents. We can usefully see this
population as organized as a sparsely connected network.

In network analysis each individual has a neighbourhood | the set of
individuals to whom he is directly connected. In the world of science, this
neighbourhood is a metaphor for subgroups of the population who attend
the same meetings or conferences, read each others' papers, and talk to each
other. But the network here is more than simply a metaphor; it is part
of an active policy agenda. The European Research Area has taken on a
central role in current RTD policy in Europe. The general goal is to integrate
the research world and move from \research done in Europe" to \European
research". This implies, among other things, bringing together or linking
researchers to facilitate both knowledge creation and distribution. On the
one hand, Centres of Excellence could create critical masses, and groups of
researchers within which synergies can form, and improve the productivity
of knowledge creation.2 On the other hand, networking among \distant"

1See Dasgupta and David (1994) for a detailed discussion of open versus closed science
and policy implications drawn therefrom.

2Note that academic research has been divided into disciplines in part for exactly these
sorts of reasons: presumably there are more potential synergies among di�erent types of
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researchers facilitates the geographic di�usion of new knowledge, thus easing
its passage both from one location in Europe to another, and from more basic
research towards industrial application (since it could permit research done
in one place to be used by industry in another). In both cases, distribution of
knowledge or information is at issue. In the �rst, clustering, or a locally dense
network is called for; in the second, a globally dense, randomly connected
network would be preferred.

A central concern of this paper, and indeed of recent science and tech-
nology policy is this transmission of knowledge among a community of re-
searchers. Some codi�ed knowledge is relatively easy to transmit, and can be
seen as e�ectively di�used through general distribution channels such as sci-
enti�c papers, patents and so on. Transmission of uncodi�ed knowledge, and
even some codi�ed knowledge, equally necessary for the pursuit of science,
is much more diÆcult.3 In this paper we leave aside formal transmission
channels for highly codi�ed knowledge, and restrict our attention more to
tacit knowledge and informal transmission mechanisms. Here we focus on
two mechanisms. One is on-going, close (face-to-face) contact among re-
searchers. In this mode, knowledge is transmitted either during the course
of normal activities like talking about results with colleagues, members of
departments and so on, or through collaborative research. The second trans-
mission mode is the job market. When a researcher (or anyone else for that
matter) changes jobs, he takes with him his human capital stock, including
his tacit knowledge. In a new environment, this knowledge gets transmitted
to a new community of people. Changing jobs is not a common event in the
career of a researcher, though, so it constitutes a transmission mechanism
that works in di�erent ways. One interesting question is how these mecha-
nisms, close collaboration and job mobility, interact in terms of knowledge
creation and di�usion.

There are many ways to approach the issue of knowledge creation. This is
a diÆcult area for economists, since there is obviously a large component of
creativity, which is diÆcult to model any more speci�cally than simply as a
stochastic event. However, we attempt to do more than this, and emphasize
the idea that much innovation is in fact re-combination of existing ideas.4

Very few new ideas emerge purely from the ether, completely disconnected
from existing ideas. In the model we develop below, innovation takes place

economists than there would be among an economist, a chemist, a classical scholar and a
French 16th century literature expert.

3For an extensive discussion of the economics of codi�ed and tacit knowledge see, for
example, David and Foray (1995), Cowan and Foray (1997), and Cowan et al. (2000); or
the TIPIK project papers in the special issue of Industrial and Corporate Change, 9, 2000.

4See Kogut and Zander (1992) for a discussion of this idea.
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when an agent receives new ideas from some other agent. Thus innovation is
endogenous to a great extent, though because new ideas are combined with
the knowledge the agent already holds, innovation is also a path dependent
process.

In what follows we develop a model of knowledge creation and di�usion.
It is a network model of suÆcient complexity that analytic solutions for
the types of e�ects we examine are not possible, so we perform numerical
experiments aimed at understanding how knowledge levels, inter-agent and
inter-group variance, and agent and group specialization respond to changes
in various parameters. The goal is to shed light on possible and recent actual
policy actions in the �eld of science and technology.

2 The Model

In this section, we start with a schematic description of the model, before
turning to the social network and the details of knowledge circulation and
creation. This is a model of open science so we take as given that scientists
have no incentive to keep their discoveries secret. Indeed, they have every
incentive to circulate them as widely as possible, so at every opportunity
they broadcast what they know.5

In the scienti�c discipline we consider, many scientists are located on a
graph, each of them having direct connections with a small number of other
scientists. Individuals are located within departments, and departments are
modelled as very dense, almost complete subgraphs. An individual may,
however, also have direct connections with people outside his department.
These links are �xed, and maintained, unchanging, forever. Each scientist
has a knowledge endowment in the form of a real-valued vector, each ele-
ment corresponding to a particular academic sub-�eld. At random times, a
scientist is selected and broadcasts knowledge in his area of expertise to the
colleagues to whom he is directly connected. This is our metaphor for the
academic seminar or, even if it sounds slightly more far-fetched, for the cir-
culation of a working paper. The people with whom an individual has a link
are the potential (direct) recipients of his knowledge. Receiving new knowl-
edge permits an individual to innovate, and produce new related knowledge.
Intermittently, at �xed intervals, there is a job market. An individual enters
the job market either if he is unhappy with his department, or if his depart-
ment is unhappy with him. The purpose of the job market is to re-allocate
individuals among departments.

5See Dasgupta and David (1994).
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Links between agents are in principle one-way. The picture of knowledge
di�usion that this entails is that, for example, i announces that he is giving
a seminar, or posts a working paper on his website. Some of his colleagues
attend the seminar or read the paper. In the structure of the model, this is
formalized in that if i has a connection to j, then j will read i's paper or
attend his seminar. Agent i will not necessarily (but could) reciprocate. Note
that departments are close to complete subgraphs (at least for small numbers
of permanent links). What this means in e�ect is that if i is connected to j,
then j is almost certainly connected to i. Thus department links tend to be
two-way.6

2.1 Individuals and departments

A structured population of N individuals is modelled as a directed graph
G(V;�) where V = f1; : : : ; Ng is the set of vertices (individuals or scientists)
and � is the list of oriented edges connecting one vertex to another. Each
vertex has exactly d � 1 edges emanating from it, which de�ne the neigh-
bours or connections of scientist i. Formally, the edge from i to j is denoted
(i; j), and �i = fj 2 V � fig j (i; j) 2 �g is i's neighbourhood. Finally let
#�i = d � 1. The size of �i is held constant to maintain a constant den-
sity of the graph as we vary the nature of the individuals' neighbourhoods.
There are N

d
departments, each department having exactly d members. A

department is denoted Æ (with #Æ = d), and � is the set of departments.
Beside his contacts at the department level, each individual has, on average,
p 2 [0; 10] \permanent connections". Individuals having more permanent
connections have fewer department connections, by equal quantities. This
keeps the density of G (V;�) constant regardless of its architecture. This
assumption can be seen as arising from a constraint | any individual has
only a certain amount of time and energy to devote to \networking activity"
and if extra-department networking increases, intra-department networking
must decrease.7 In general though, restricting p to the interval [0; 10] implies
that departments are still very densely connected. We can interpret these
connections, in this stylized model, as the source of long distance networking.

6In practice, what we have called permanent links are likely to be di�erent in nature
than department links. Permanent links tend to be created for particular reasons, such as
resaerch collaboration, whereas department links are much more like links of convenience.
Thus in practice permanent links will, it seems, tend to be two-way. In what follows we
have left them as one-way for consistency. But re-running the experiments with two-way
permanent links does not make any qualitative di�erence to the results.

7Note that this implies an implicit relative price of 1: department links and permanent
links have the same costs to maintain. This could be generalized without qualitatively
changing the results.
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They are created through means other than the convenience of location or
departmental interactions. They can thus be the links that connect distant
parts of the knowledge production structure or economy. Focussing on this
variable can be interpreted as focussing on the networking aspect of current
science and technology policy.

The Caveman graph Rewired Caveman graph
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Figure 1: The original Caveman graph and the Caveman graph after random
rewiring: illustrative case with 4 departments and 16 individuals

To illustrate, Figure 1 displays two illustrative con�gurations where at
one extreme (p = 0) the graph G(V;�) is a set of N

d
= 16

4
= 4 complete,

disconnected subgraphs | the Caveman graph, each cave representing a
department. Each vertex has d � 1 = 3 edges emanating from it, hence a
total of 16 � 3 = 48 directed edges, and no long-distance links exist. All
the links are therefore e�ectively two-way. The right part of Figure 1 is a
randomly rewired Caveman graph still having d � 1 = 3 edges emanating
from each vertex, but now globally connected through a small number of
inter-department links. The graph is still locally dense, though no longer
locally complete. Some individuals now have more than 3 edges connecting
them, though on average everyone still has 3. There are 7 distinct connections
between departments, that is to say an individual has an average p = 7

16
�

0:44 long-distance, permanent connections in our parameter space.

5



2.2 Knowledge

Before the dynamics of knowledge are examined, the way knowledge itself is
modelled should be discussed. Di�erent types of knowledge exist, and these
types are assumed to \interact". One of our concerns here is with innova-
tion as recombination, so we model knowledge complementarity explicitly.
Since there are several types of knowledge, the complementarities between
the knowledge of i and j stem from their having expertise of di�erent types.
Given that there are several types of knowledge, it is reasonable to posit
that types can be near to or far from each other. To make this explicit,
it is assumed a one-dimensional, circular knowledge space in which types of
knowledge near to each other combine readily to create innovations. Learning
a little more econometrics is more likely to be useful to a labour-economist
than it is to a game theorist.

Each individual i 2 V is characterized by a real-valued knowledge vector
vi (t) = (vi;k (t) ; k 2 C) ; with C = f1; : : : ; Kg the set of knowledge categories
This vector evolves over time as the individual receives broadcasts from his
colleagues, and as he innovates. If i is chosen to broadcast, his broadcast
is \heard" by every j 2 �i. Individuals do not broadcast everything they
know, however, they only broadcast in the subject of their expertise. Thus,
de�ning the expertise of agent at time t to be k� = argmaxk2C vi;k, individual
i broadcasts his knowledge of type k� to all j 2 �i. Individual j 2 �i

is able to use the information if he does not already possess it. Thus if
vj;k� (t) < vi;k� (t), individual j's knowledge increases as

vj;k�(t + 1) = vj;k�(t) + � � (vi;k�(t)� vj;k�(t)) :

The parameter � captures an important aspect of knowledge di�usion and
transfer, referred to in the literature as absorptive capacity (see e.g. Cohen
and Levinthal, 1989). The larger � the easier it is to absorb and use external
knowledge. Note that this speci�cation imposes that scientists always give
seminars in their domains of expertise, but also includes the possibility of an
expertise shift, as j might attend a large enough number of seminars in �eld
k� to become himself an expert in this �eld.

For individual j, the addition of knowledge of type k� creates opportunity
for recombination with his existing knowledge of di�erent types. For sim-
plicity we restrict this recombination to adjacent knowledge types, broadcast
yielding

vj;k (t+ 1) = (1 + �) � vj;k (t) ; k = k� � 1;

where � is a random variable, uniformly distributed over [0; �] with � small.
This describes the main, direct, mechanism of knowledge distribution and

creation. The second distribution mechanism is the job market.
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2.3 The job market

Every M periods there is a job market. Individuals who are unhappy with
their departments, or whose departments are unhappy with them, enter the
job market. Intuitively, when an individual evaluates a department (his own
or any other) he considers whether he will learn or teach if he is located in that
department. From the individual's point of view, learning is preferred, and
he will learn if in general the members of the department know more than he
does in many �elds. The department asks the same question, namely \Will
the candidate teach or learn, that is give or take?". But from the depart-
ment's point of view, teaching is preferred | by employing this individual,
the knowledge levels of existing department members will increase any time
he broadcasts. Put otherwise, individuals want to join strong departments,
departments want to attract strong individuals. Formally, the issue is the
extent to which an individual dominates the members of a department in the
various knowledge types. Consider department Æ 2 �: For any individual
i 2 Æ; it is possible to calculate a statistic

Qi;Æ =
1

d �K

X
j2Æ;k2C

Xk (i; j)

where Xk (i; j) is a binary variable such that

Xk (i; j) =

(
1 : vi;k > vj;k;
0 : vi;k � vj;k:

Individual i will enter the job market if Qi;Æ > � 2 (0; 1); that is to say the
share of potential interactions that would be unfruitful is larger than some
�xed proportion �.8 On the other hand, i will be \asked" to enter the job
market by his department ifQi;Æ < 1��. (The symmetry here is unimportant;
it is simply a way of keeping the number of parameters manageable.)

The mechanics of the job market are stylized, but do represent features
that we see in parts of the academic world. There is a universally agreed
ranking of departments. Based on this ranking, the job market is simple.
The best department chooses candidates until all of its vacancies are �lled.
Then the second best department does likewise, and so on until �nally the
worst department gets the dregs. Departments are ranked according to the
aggregate knowledge they represent, which is simply the sum over members
and categories

P
j2Æ;k2C vj;k. Department Æ ranks job candidate i by Qi;Æ as

de�ned above.9

8Recall that if i knows more than j, when j broadcasts, i neither learns nor innovates.
9One possible elaboration of the model would be to examine the e�ects of di�erent job
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3 Numerical analysis

Network models of any degree of complexity are notoriously diÆcult to deal
with analytically, and the accepted method for examining them is numerical
simulation. This is how we proceed. Ultimately, our interest is in knowledge
creation and di�usion, and whether there are conditions under which these
processes thrive, or the reverse. But we can also examine issues having to do
with specialization, namely whether departments and/or individuals become
specialists in certain types of knowledge, or whether they retain a diversity.

3.1 Statistics

Operationally, several interesting quantities can be recorded. For notational
simplicity the time index t is dropped. First the average level of knowledge
in the economy is de�ned as

� =
1

N

X
i2V

�i;

where

�i =
1

K

X
k2C

vi;k

is individual i's average knowledge level. This is a straightforward measure
of the system's eÆciency when we assume that more knowledge is unambigu-
ously better. Also of interest is the equity of knowledge allocation, for which
an absolute measure is the variance in knowledge allocation across agents

�2 =
1

N

X
i2V

�2

i � �2;

and a measure in relative terms is the coeÆcient of variation c = �=�. The
coeÆcient of variation corrects for increases in variance that would arise
from a simple global increase in the knowledge level of the individuals, so it
is more relevant for our purposes than is the variance. The same calculation
can be performed at the department level, with the knowledge endowment
of department Æ being the sum of its members' endowments

�Æ =
X
j2Æ

�j:

market mechanisms, ranging from the relatively unrealistic random pairing of candidates
and departments through the marriage matching algorithm of Gale and Shapley (1962) to
the also unrealistic optimal marriage matching algorithm proposed by Irving et al. (1987).
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We are also concerned with the emergence of expertise, both at the indi-
vidual level (are people becoming experts or generalists?) and at the depart-
ment level (do we see departments with a single expertise, or are there experts
of di�erent sorts in the departments?). To get further insights into the pro-
cess of specialization, Her�ndahl indexes of concentration can be computed.
At the individual level the concentration index for individual i is written as

hi =
X
k2C

 
vi;kP
l2C vi;l

!2

:

An individual is specialized if hi is high. More precisely, index hi lies in
[ 1
K
; 1] and measures how evenly knowledge is allocated across all the cate-

gories. When expertise is concentrated in a single knowledge category hi = 1;
whereas a homogenous knowledge pro�le yields hi =

1

K
: Averaging over in-

dividuals yields h = 1

N

P
i2V hi: The same indicator can be computed at the

department level, where again the knowledge endowment of department Æ in
category k simply consists of the sum of individual endowments

P
j2Æ vj;k, so

that

hÆ =
X
k2C

 P
j2Æ vj;kP

j2Æ;l2C vj;l

!2

:

Finally we are interested in knowing whether there is a shared expertise at
the economy level: do individuals and departments tend to specialize all on
the same few disciplines, or is there persistent diversi�cation across disciplines
when things are examined from the macro level? This is measured by pooling
all knowledge endowments together and computing again a concentration
index

H =
X
k2C

 P
j2V vj;kP

j2V;l2C vj;l

!2

:

3.2 Settings

The basic structure of the simulation is as follows. We have N = 900 in-
dividuals, and the department size is d = 20 (equally, each individual has
d � 1 = 19 directed connections). This is a relatively sparse graph as it
contains 900�19 = 17; 100 distinct edges while the number of possible edges
in the complete graph is 900 � 899 = 809; 100 (so roughly 2% of the possi-
ble connections are active). There are K = 8 types of knowledge, and each
individual's knowledge vector has initial values drawn from a uniform [0; 1]
distribution. We run the dynamic process for 30; 000 periods, by which time
stable patterns have emerged. All the results reported here concern the state
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of the world after these 30,000 periods. For each set of parameter values, we
run 50 replications, and present average results for the statistics.

The parameters we vary are three. A job market occurs every M periods,
whereM takes on values ranging from 300 to1. SoM is the period of the job
market, and the frequency of it is 1=M; that is to say the market is frequent
when M is small. We can compare a very stable world of lifetime tenure
combined with indentured servitude (M ! 1) to one in which individuals
are changing jobs \all the time" (M ! 1). Individuals enter the job market
if they are dissatis�ed with their current departments, or vice versa. We vary
the degree of dissatisfaction � required before an individual is willing to bear
the costs of job search and re-location. With this parameter we can examine
the e�ect of job market frictions. Two values for this parameter are examined:
� = 0:625 corresponds to an active job-market (a market with low frictions),
whereas � = 0:7 corresponds to a much less active job-market (a market
with high frictions). What would be the e�ect of a policy aimed at reducing
(or increasing) the costs of changing jobs in terms of an economy's ability
to produce knowledge? Finally, the presence of permanent links represents
extra-departmental, long-distance (pan-European?) networking. We vary
the number of permanent links p from 0 to 10 on average per individual,
with an increment which makes it convenient to display the results on a
logarithmic scale. How much networking do we need to create a world of
rapid knowledge creation and di�usion?

4 Results

The major concern in this paper is about the ability of the economy to
produce and distribute knowledge. This we measure in an obvious way by
observing the average knowledge level in the economy, and examining how
this latter responds to changes in parameter values. Heterogeneity at the
individual and the department level (allocative eÆciency) is discussed in the
second section. Expertise is also of interest, and this is examined in the last
section.

4.1 Job market activity

The �rst results we present have to do with job market activity under various
parameters. These results are intuitively straight-forward, but are useful in
understanding other more central results.

Figure 2 shows the number of participants, `; in the job market (including

10



both the \willing-to-leave" and the \pushed-out" individuals).10 As in all the
�gures that follow, the results are shown in two panels. In the left panel,
� = 0:625 which indicates a (relatively) low friction job market. In the right
panel, � = 0:7, a relatively high friction market. Recall the interpretation
of � is that an individual wants to leave when he dominates in more than
� � 100% of all possible (intra-departmental) transmissions, and is asked to
leave when he is dominated in more than (1� �)� 100%.
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Figure 2: Labour mobility: number of agents moving per job market

There is no ambiguity here: as the time between job markets increases
(M increases), the number of agents changing departments in each job mar-
ket also increases, regardless of the values of p and �. This could suggest
that there is intra-department bifurcation over time: people tend to become
more di�erent. This would increase the number of job seekers. It could also
indicate inter-department homogenization over time. For people to move,
there has to be overlap, e.g., the worst person in the best department must
be eliminated and replaced with the best person in the second department.

10Given the structure of our stylized job market, it is possible that agents on the market
would be selected by their current departments. Thus there can be a discrepancy between
the number of participants in the job market and the number of agents who change jobs.
In this section we are discussing the latter.
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If departments become very di�erent from each other, this cannot happen.
Note that there is a tendency for ` to decrease with p; for p larger than 0.5,
which probably contributes to the decrease which will be observed in Figure
4.

Comparing the two panels indicates three phenomena: First, the dis-
persion of job market activity is much less in the right, high friction panel.
Second, in terms of movement per job market, activity levels at all job market
frequencies resemble those of the two highest frequencies in the left, low fric-
tion panel. Finally, we can calculate total job mobility over the life (30,000
periods) of the economy by scaling each curve in Figure 2 by 30000=M ,
thereby correcting for the time e�ect.
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Figure 3: Total labour mobility over the economy lifetime

Total mobility is depicted in Figure 3. The re-scaling operation inverts
the rank order of the curves: the lower the frequency (the larger the period)
of the market, the less job mobility there is over the life of the economy. In
addition, on this measure the curves in the right panel (for all job market
frequencies) resemble the curves for the two most infrequent markets in the
left panel, as evidenced by Figure 3.
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4.2 The production of knowledge

Two sources of knowledge mobility are at work in the model, directly in-
uencing knowledge creation and di�usion: networking as represented by
p; and the job-market dynamics (where an increased mobility of knowledge
can originate either in a more frequent market | smaller M | or in lower
incentives to stay | lower �).
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Figure 4: Average knowledge levels

In Figure 4 we depict the evolution of � as a function of the number p
of permanent connections, for two levels of �; the propensity to move, and
a number of values for M; the period of the job market. The leftmost part
of Figure 4 is obtained for � = 0:625; while the right part of the �gure is for
� = 0:7; that is to say the incentives to stay are stronger in the right hand
panel.

4.2.1 Knowledge levels and networking

An important particular case of the model is when no job market takes place
(the no-job-market con�guration obtains forM =1). In that case network-
ing is the only source of knowledge transfer across departments. As can be
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seen from Figure 4, knowledge levels rise slowly with p; peak in the range
0:5 � p � 1; and then dramatically fall o� as p is further increased. This
pattern is preserved when a job-market is introduced, provided its frequency
is kept low enough. Above a certain frequency (1/2700 in the simulations)
and only when frictions are low, an increasing relationship with p obtains
again when p exceeds 6. There is however a clear maximum in the range
0:5 � p � 1; for any values of M and �: Therefore, it seems that an \opti-
mal" number of permanent links exists, i.e. there is an optimal intensity of
networking when the goal is to maximize total knowledge. Adding a small
number of inter-department (or permanent) links, i.e. connecting otherwise
isolated departments, raises knowledge levels dramatically in poorly con-
nected communities, but harms di�usive eÆciency in denser ones. Therefore
knowledge production is maximized when the network structure is charac-
terized at the same time by signi�cant cliquishness and the existence of some
(though not too many) permanent connections. As we shall see, the same is
true for the distribution of expertise.

4.2.2 Knowledge levels and the job market

The next result concerns the impact of job market frictions (�) on knowl-
edge levels. First, we observe that there is an ordering of the curves: higher
job market frequencies (smallerM) yield higher knowledge levels in the long
run. There is signi�cant variance around this trend however, and it becomes
marked only for very large numbers of extra-departmental connections, that
is, when departments are close to disintegrating. More striking is that the
dispersion in the left panel is greater than that in the right panel, in con-
cord with the dispersion in job market activity seen in Figure 2. A second
di�erence between the two panels is that to the left of the peak at p = 1 the
right hand panel is qualitatively similar to the high frequency curves in the
left panel; for p > 1 it is similar to the low frequency curves. This suggests
that for p < 1 having a stable market with little total job mobility is a good
thing, but for p > 1 high job mobility is a good thing. The interplay between
job mobility and networking is clearly complex, and deserves much further
attention.

In general there are three sources of knowledge growth: di�usion through
broadcast; di�usion through the job market; and knowledge creation. These
processes are a�ected di�erently by di�erent aspects of the model. Network-
ing favours rapid di�usion through broadcast; an active job market with high
turnover favours di�usion through that channel; and a highly coherent de-
partment favours knowledge creation. The results here on average long run
knowledge levels suggests that di�erent processes dominate on di�erent parts

14



of the parameter space. This is discussed more fully below (see Section 5).
Note that, intuitively, one might expect that the more frequent the job

market (the smallerM is), the higher knowledge levels are, since a job market
is a means of knowledge transmission. However, examining Figure 4, this
seems not to be the case. It takes quite some permanent links before this
intuition is con�rmed, and low market frictions.

4.3 Allocative eÆciency

To address the issue of homogeneity of knowledge endowments (are there
good and bad individuals or departments, or are they all of equivalent excel-
lence?), coeÆcients of variation at both the individual and department levels
are computed.
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Figure 5: Agent coeÆcient of variation in knowledge levels

Figure 5 depicts the coeÆcient of variation for individuals. The patterns
are very similar for departments, except di�erences are slightly ampli�ed at
the individual level. Increasing market frictions (�) squeezes the distances
between curves corresponding to di�erent periods M for the job market,
while preserving the pattern with respect to networking (p): Again, this can
be explained by the fact that in the high friction market, market frequency
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has a smaller e�ect on actual mobility and thus on knowledge di�usion. The
e�ect of p is as follows: networking intensity promotes homogeneity | the
more networking there is (the higher p is), the more similar agents are in
terms of their total knowledge stocks. The same is true (though not shown)
of departments. For large p-values, however, increasing networking tends to
increase heterogeneity again.

Both sources of knowledge di�usion are clearly important in the expla-
nation here. With a globally well-connected network (here approximated
with large p), di�usion is rapid and thorough (this is a general result in epi-
demic di�usion theory), and thus heterogeneity (measured by the coeÆcient
of variation) will be low. Job market activity does not exert any signi�cant
inuence on allocative eÆciency in general, neither do market frictions. How-
ever, for a low p, the graph is not connected (departments are isolated) and
the job market becomes a relatively more important source of long distance
di�usion. One would expect then, that in this circumstance high levels of
job market activity (low M) reduce heterogeneity. When the job market is
the major source of knowledge circulation (low p); it even seems to promote
heterogeneity.

4.4 Expertise

The emergence of expertise both at the individual and at the economy level is
examined using Her�ndahl indices of knowledge concentration. The general
idea of expertise is that an agent (or department or economy) has a large
amount of knowledge of a few types, and much less of other types. To get at
this issue statistically it is convenient to ask about the extent to which an
agent's knowledge is concentrated. A standard measure of concentration is
the Her�ndahl index.

4.4.1 Expertise as heterogeneity in knowledge types

Figure 6 depicts the average Her�ndahl index for individuals. When mea-
sured using a Her�ndahl index over knowledge types, agents and departments
again look the same so we omit the department graphs.

The curves in Figure 6 are averages over agents of the agent-level Her�nd-
ahl index for the distribution of knowledge over di�erent disciplines. The
population-wide average index h lies in the range [0:5; 0:85] for any parametriza-

tion, that is to say the equivalent number of categories (h
�1

) is between 2 and
1.2 (it can go up to 8). There is therefore evidence that strong specialization
takes place.
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Figure 6: Agent Her�ndahl indices

Increasing market friction (�) again squeezes the distance between curves
corresponding to di�erent periodsM for the job market. This is a very small
e�ect however. Much more signi�cant is the relationship between networking
and specialization. Specialization and networking (p) have a non-monotonic
relationship for any period of the job market (M). Specialization rises with
the amount of networking to a peak at p = 0:5 and then falls over the
range p 2 [0:5; 1]. (This pattern is strikingly similar to the peak in terms of
knowledge levels we observed in Figure 4.)

That specialization falls as the number of permanent links increases is
not surprising. A permanent link tends to be a long distance one, which
thus e�ectively brings knowledge into a department from distant parts of
the economy. When p > 1 most agents have long distance links so they are
directly exposed to a wider variety of knowledge. They are further exposed to
variety indirectly through the permanent links of the members of their own
departments. This broader exposure would, in general, lead to absorption
and innovation in an agent's categories of non-expertise. This creates a trend
of falling specialization. Note, though, that even with this trend, agents
remain relatively highly specialized.
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4.4.2 Expertise at the economy level

The last aspect of specialization we examine is the extent to which individ-
uals (and as a consequence departments) tend to develop the same expertise
all over the economy, or there is aggregate diversity although we observe
specialization both at the individual and at the department level.
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Figure 7: Her�ndahl index over aggregate knowledge stocks: specialization
at the economy level

Figure 7 depicts the Her�ndahl index H of economy-wide specialization.
As H obtains by pooling all the existing knowledge in each category, if one
category grows more than the others it indicates specialization on this dis-
cipline is taking place. Job market frictions do not signi�cantly a�ect the
global patterns, there is a mild inuence of the frequency of job markets
(in the sense that more markets imply more specialization) and a strong
inuence of networking. Specialization is a non-monotonic function of the
intensity of networking p: Starting from H � 0:65, concentration rises to
0.75, before falling dramatically below 0.45. Once enough links have been
introduced, the more networking there is the less commonalty of expertise
we see in the economy. It is sensible that isolated departments (p low) spe-
cialize on di�erent expertise, so when pooling all the existing knowledge to-
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gether homogeneity should obtain. When departments are inter-related and
cliquishness preserved (p small),a small number of neighbouring dominant
disciplines emerge, whose identity is mainly selected by small events taking
place at the beginning of the process. As p is further increased, cliquishness
is lost so specialization within each department gets weaker, and the overall
portrait is a more generalist world.

5 Discussion

The model considered here is about the production and di�usion of knowledge
in networks. We have examined a family of oriented graphs having constant
density (each agent is the owner of d � 1 = 19 directed links) but di�erent
architectures, i.e., di�erent structural properties. The results that have been
presented therefore only arise from changes in graph architecture | how links
are allocated between pair of vertices. At one extreme, the Caveman graph is
a disconnected collection of fully connected components. The Caveman graph
represents a world in which all the people I talk to also talk to each other,
and to me. This is known as cliquishness, a feature which is fairly common
in social networks. However, in the Caveman graph, cliques are isolated so
no information can travel from one cave to another. At the other extreme,
i.e., when all the intra-cave links are replaced with long-distance links, caves
dislocate and a random graph forms, exhibiting almost no cliquishness but
having extremely short path lengths (the friendship chain between any two
individuals is short).

A whole spectrum of graphs obtains when intra-cave links can be broken
and replaced with \long-distance" links, that is links going from one cave
to another. The objective of this paper was to investigate the behaviour of
graphs that fall between the Caveman graph and the random graph. We
saw that knowledge production is maximized when the network structure is
characterized at the same time by signi�cant cliquishness and the existence
of some (though not too many) permanent connections, and the same is true
for allocative eÆciency.

Knowledge in the model is circulated via three means: intra-department
links, permanent (long distance) connections, and job markets. However
these di�erent channels operate on di�erent scales.

Growth, we have seen, takes place on adjacent knowledge categories (due
to our assumption on the \knowledge space"). The general principle is that
i transmits to j in say category 3, j absorbs, innovates in categories 2 and 4,
and transmits back his expertise (say 4). So i absorbs in 4, innovates in 3 and
5, and again will broadcast in 3. This way categories 3 and 4 tend to grow
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together, feeding each other. But for this to work properly the path between
i and j must be very short | the most e�ective is when the link between
them is two-way. As long as p is small, this is true within a department.
Departments are close to complete graphs, so most links are e�ectively two-
way. Creating a small number of permanent links therefore does not interfere
with cliquishness. But when there tends to be more permanent links (say
2, 3 and above), cliquishness declines and the virtuous cycle we described is
weakened. So cliquishness is good in that it permits a local feed-back at the
department level, and operates most e�ectively when p is small.

Permanent links are also a good thing, as they permit knowledge to be
transmitted to distant parts of the graph in a small number of steps (there-
fore avoiding degradation due to imperfect absorptive capacity). But the
marginal loss in cliquishness tends to be smaller than the marginal gain in
path length, as long as p is not too big. Indeed, increasing p while keeping
it small retains the desirable cliquishness within a department and adds to
it incoming knowledge from distant parts of the economy. Thus total knowl-
edge levels rise. For larger p, departments begin to deteriorate in terms of
cohesiveness (cliquishness falls noticeably) and this e�ect overwhelms the
bene�ts of reducing path length.11

The job market also promotes knowledge di�usion, but unless it is very
frequent, it does not seem to have a signi�cant e�ect on the growth of knowl-
edge. The exception occurs when p is very large and M is very small. Under
this condition we see that knowledge growth again rises with p. What this
suggests is that interactions between job markets and networking can exist,
but are only likely to be signi�cant in very special circumstances.12

Further insight into the workings of the model can be gained when other
micro-economic indicators are examined.

Figure 8 depicts the average number nS of successful transmissions per
broadcast episode, out of d� 1 = 19 possible transmissions.13 In a world of

11Our focus in this paper has not been on the small world phenomenon (see Watts and
Strogatz, 1998), but the discussion in this paragraph suggests that it has emerged once
again.

12When M = 300 a job market takes place after every 300 broadcasts. Since a broadcast
is \one agent presenting a paper or posting a working paper" in an economy of 900 agents,
this is essentially a continuous job market. Similarly when p = 10 in a world in which
department size is 20, the average agent has half of his connections with people outside his
department. This suggests an e�ective disintegration of the department as an institution.
Both of these are extreme situations.

13Recall that i attempts to broadcast to all j 2 �i. If j knows less than i then j receives
information and the broadcast is counted as a success. If j knows more, j receives nothing
and the broadcast (to j) was a failure. For any attempted broadcast the maximum possible
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Figure 8: Number of successful knowledge transmissions (out of d� 1 = 19)

random knowledge endowments, one would expect that nS stays very close to
19=2 = 9:5: However, as evidenced by Figure 8, nS signi�cantly departs from
9.5 (horizontal solid line), being signi�cantly smaller in the range [0:1; 1] ;
and signi�cantly larger for p � 1: So introducing shortcuts across the graph
has a non-monotonic e�ect on the number of successful transmissions, which
falls with p as long as p is lower than 0.5, and increases thereafter.14 This
suggests that less growth should be observed in the region [0:1; 1] ; but the
opposite is actually true. The reason is that, although more transmissions
take place, they convey less knowledge.

In Figure 9, the growth rate of knowledge net of innovation (that is,
growth of knowledge due solely to absorption) is plotted against the number
of permanent connections. It parallels the evolution of knowledge levels, in-

number of successes is 19, the minimum is zero.
14Interestingly, in the context of random graphs consisting of cN edges randomly allo-

cated among N vertices, with large N; Erd�os et Renyi, 1960, have shown that c = 1=2 is
the critical point above which the graph contains a giant connected component, while only
�nite-sized connected components exist below c = 1=2: If departments are seen as nodes,
we are in a similar context, and a qualitative change seems to take place in a similar region
(p around 1=2).
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Figure 9: Growth rate of knowledge from absorption

creasing �rst, reaching a peak in the range [0:1; 1] ; and then decreasing. This
indicates again the importance of absorption as a driver of knowledge growth,
but also emphasizes that networking is not the sole driver of absorption.

6 Conclusion

In terms of knowledge growth, inducing knowledge mobility is a good thing.
This can be achieved by establishing an on-going job-market or by promoting
networking, i.e. the establishment of inter-department connections among
scientists. Both are e�ective in increasing knowledge production. For any
intensity of networking, it is always better to also have a job market, re-
gardless of its frequency, though there is a suggestion that the more frequent
the job market (or perhaps more job mobility per period) the better. (It is
important to note, in interpreting the last statement, that we have included
no explicit transition costs | nothing is lost either for the department or the
individual when an individual changes jobs, which is somewhat unrealistic,
and would suggest a lower bound to the period of an e�ective job market.)

The intensity of networking, by contrast, exerts a non-monotonic inu-
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ence on overall performance. It is possible to have too much networking:
having only a few permanent links is optimal. An explanation for this fol-
lows from the observation that in our model, adding permanent links implies
a move away from a disconnected graph towards a connected random graph.
Thus when the number of permanent links gets large enough, the perfor-
mance of the system should approach that of a complete graph. But because
agents' initial knowledge endowments are independent, a complete graph
would behave like a single department, and so knowledge levels should ap-
proach those obtained in the case of isolated departments (no job market and
no networking). Looking at Figure 5, we observe that variation in agents'
knowledge levels decreases as networking increases | agents become more
similar. Since knowledge improvements through broadcasting depend on the
di�erence in level of sender and receiver, as agents become similar, the size of
knowledge increments decreases; knowledge growth rates fall. Thus initially,
a small amount of networking di�uses information in a sparse enough way so
that while agents' knowledge levels grow, the population remains relatively
heterogeneous. But when there is a signi�cant amount of networking activ-
ity agents start to become too similar, because di�usion is too eÆcient, and
knowledge increments fall, causing a decline in growth rates.

Whether heterogeneity among knowledge levels of scientists or depart-
ments is in itself desirable from a policy perspective is not clear. However,
in the same region of the parameter space in which knowledge levels are
high, agents' knowledge levels are relatively equal. (The minimum in hetero-
geneity among agents' levels occurs a somewhat higher level of networking
than does the maximum of knowledge levels.) It is also true though, that in
that same region agents become more specialized | the intra-agent distri-
bution of knowledge over knowledge categories becomes more unequal. The
same is true of the intra-department knowledge endowments. This occurs
even though the job market is neutral with regard to promoting specialist or
generalist departments. Thus the specialization stems from the networking
aspect of the structure, and suggests that networking does create the syner-
gies that it is often presumed to do. When two agents are directly connected,
and specialize in adjacent knowledge categories, they can create a strong pos-
itive feedback between them in which they improve side-by-side so to speak,
each one's improvement directly helping the other. As this happens, the
two agents become more and more specialized in their two sub-disciplines,
as their knowledge there increases fastest.

Should policy focus on job market frictions? Reducing frictions clearly
increases the rate of job turnover, but it has other e�ects as well. Still the
relationship is not at all straight-forward. If we are beneath the optimal
amount of networking, the best structure in terms of knowledge production
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is no job market at all: lifetime tenure combined with indentured servitude.
If we have more than the optimal amount of networking, this structure is the
worst possible. Similarly, comparing the panels of Figure 4 we see that with
\too little" networking the high friction job market produces more knowledge;
with \too much" networking, it produces less. Curiously, though, within each
panel, that is for a given level of job market frictions (or transactions costs)
the more frequent the market, and thus the more job mobility per period
(as opposed to per market) the better in terms of knowledge production. To
conclude more than this would be pushing very hard on the model, though,
since it would be resting on implicit assumptions about the nature of the
actual transactions costs for both individual and department, and how they
a�ect decisions to move. If the job market is frequent enough, decreasing
frictions does not have much apparent e�ect on knowledge levels. This leaves
open an important avenue for policy research, however, in understanding how
decisions to change jobs or personnel are made, and how this impinges on
the creation and ow of knowledge.
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